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 What is Big Data? 
(information age) 
 

 Making sense of Big Data  
(machine learning) 
 

 Pitfalls 
 
 Opportunities 



 Buzzword to describe *lots* of data 

 Buzz: 

Obama announces “Big Data initiative” 

Google Trends – search terms volume  



 Buzzword to describe *lots* of data 

 we live in the information age 
◦ growth of accumulation of data in all fields 
 internet 

 biology: human genome, DNA sequencing 

 physics: Large Hadron Collider, 1020 bytes/day from sensors 

◦ recording devices:  
 sensors, mobile phones, internet interactions, ... 

 computer science challenges:  
◦ storage, retrieval, distributed processing... 

 making sense of data: machine learning 



 We want to make use of data to: 
◦ make predictions, detect faults, solve problems... 

 

 Science behind this: 
◦ machine learning / computational statistics 

 

 Other terms in practice: 
◦ data mining, business analytics, pattern 

recognition, ... 
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 Hype: With enough data, we can solve 
“everything” with “no assumptions”! 

 

 Theory: No Free Lunch Theorem! 
◦ If we do not make assumptions about the data, 

all learning methods do as bad “on average” on 
unseen data as a random prediction! 

 

 consequence: need some assumptions 
◦ for example, that time series vary ‘smoothly’ 

 

 



 We can ‘discover’ meaningless random patterns if 
we look through too many possibilities 
 “Bonferroni’s principle”; exemplified by Birthday Paradox 

 NSA example: say we consider suspicious when a pair of 

(unrelated) people stayed at least twice in the same hotel on 
the same day 
◦ suppose 109 people tracked during 1000 days 

◦ each person stays in a hotel 1% of the time (1 day out of 100) 

◦ each hotel holds 100 people (so need 105 hotels) 

-> if everyone behaves randomly (i.e. no terrorist), can we still detect 
something suspicious? 

Probability that a specific pair of people visit same hotel on same day is 10-9; 
probability this happens twice is thus 10-18 (tiny),  

 ... but there are many possible pairs  

  => Expected number of “suspicious” pairs is actually about 250,000! 

 example taken from Rajamaran et al., Mining of Massive Datasets 



 Hire data scientists with good statistical 
training in addition to their computer 
science background... 





 spam classification (Google) 

 

 machine translation (not pretty, but ‘functional’) 

 

 speech recognition (used in your smart phone) 

 

 self-driving cars (again Google) 

 



 Demo from Microsoft Chief Research Officer at 
Microsoft Research Asia meeting in Oct 2012 

 

 

 



 Big Data ‘revolution’: 
  availability of data  

    +  

 advances in computational and statistical tools  

= opportunities to solve new problems 

 BUT no magic: still need to be careful with 
(sometimes implicit) assumptions 

 success stories in technological fields; now 
perhaps in yours? 





Learning law #1:  
Occam’s razor and overfitting 



a = w0 + w1*F 

linear model: 



a = w0 + w1*F+w2*F2 

quadratic 
model: 



cubic model 
(degree 3) 



degree 10 



degree 15 

overfitting! 



 Between two models / hypotheses which 
explain as well the data, choose the 
simplest one  

 

 In Machine Learning: 
◦ we usually need to tradeoff between 
 training error 

 model complexity 


